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ET301 GPS-UAV 
Development Platform 
This is the second part of a three part series of manuals for the ET301 GPS-UAV. The first 
part covered the hardware. This part covers flight dynamics and control. The third part will 
cover programming examples. 

Flight Dynamics 

To be able to build your own UAV flight controller, it would be best if you were familiar with 
the flight dynamics of model airplanes. If you are not, now might be a good time for you to 
get some books or articles and read up on the subject, and then come back to this section, 
which contains some key flight dynamics concepts for a sailplane. 

There are two different levels of understanding that you may need, depending on whether or 
not you decide to do simulations. If you are not going to do simulations, a modest conceptual 
understanding will suffice. In that case, you will experiment with control strategies in the air. 
If you want to perform simulations before you take to the air, you will need a deeper 
understanding to be able to build a complete dynamic model of your plane. 

Another approach to develop your conceptual understanding is to experiment with the GPS-
UAV in an RC truck or car as an intermediate step. This approach was used in developing the 
prototype to gain an understanding of steering dynamics on the ground before proceeding on 
to the more difficult problem of developing the full flight control. 

Simulations were also used in developing the prototype. However, the information in this 
manual should be enough for you to develop the firmware for your own controller without 
needing to perform simulations. 

Forces, torques, and inherent stability 
From the point of view of keeping a plane in the air, four of the most important forces on it 
are gravity, thrust, lift and drag. Obviously, gravity pulls the plane down. If the plane also has 
a driven propeller, when the propeller is spinning it creates a thrust force in the direction the 
plane is traveling, and may also increase the speed of airflow over control surfaces and make 
them more effective. 

The acceleration of the air as it flows over the plane, especially its wing, rudder, and elevator 
creates a net reaction force vector on the plane. The negative of the component of the force 
along the direction that the plane is traveling is referred to as drag. The remainder is lift. 
There are separate lift and drag forces on the fuselage, wings, rudder, and elevator. The total 
drag is the sum of the separate drag forces. The total lift vector is the sum of the separate lift 
forces. The net sum of all of the forces accelerates the plane. 

The component forces also generate torques, which result in angular acceleration of the plane. 
In the general theory of rotational acceleration, the three vector components of angular 
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acceleration and the three vector components of torque are related by a 9 component (3X3) 
moment of inertia tensor. For a well designed plane, the off-diagonal components of the 
inertia tensor are zero or approximately zero, so for each axis (yaw, pitch, and roll), the torque 
around that axis is approximately equal to the moment of inertia for that axis times the 
angular acceleration around that axis. 

There are two sources of lift, the Bernoulli effect, and a deflection effect. Although many 
textbooks and articles credit the Bernoulli effect with providing lift, the deflection effect 
actually produces most of the lift. Some model airplanes have wings with a symmetric cross 
sectional shape, and they fly just fine without any Bernoulli lift. 

For control/lifting surface (wings, elevator, rudder), the angle between the surface and the 
direction of travel of the plane is important. This angle is called the angle of attack. When this 
angle is not zero, air that flows over the surface is deflected and creates a reaction force on the 
surface. The magnitude and direction of the force is a strong function of the angle of attack. 
The wings are the greatest contributors to lift. A sailplane generally has wings that are capable 
of generating quite a bit of lift, so that the plane normally flies with a small angle of attack for 
the wings. 

There are two sources of drag: induced drag and parasitic drag. Induced drag is a byproduct of 
the generation of lift. In the process of deflecting airflow, a control/lifting surface also drags 
the flow, because the angle of attack causes some of the air to be scooped in the direction of 
travel. The required angle of attack increases as speed reduces, so induced drag actually 
increases with decreasing speed. That is why it is a good idea for any airplane to get up to 
speed before trying to takeoff. Otherwise it is at risk of just “mushing” along with a high 
angle of attack, low speed, and high drag, without gaining altitude. 

The other source of drag is parasitic drag caused by obstructions to airflow. Unlike induced 
drag, parasitic drag increases with increasing speed. The combination of parasitic drag and 
induced drag usually produces a drag versus speed curve with a minimum drag around the 
recommended cruising speed. 

A sailplane is designed to be inherently stable. What this means is that when it is properly 
built and trimmed, it will fly just fine all by itself, flying with its wings level and with a 
reasonable speed, glide path, and pitch angle. That is because there are two built-in negative 
feedback mechanisms, one that acts on the pitch axis and one that acts on the roll axis. 

The elevator is responsible for stability around the pitch axis. The mechanism is similar to the 
effect that feathers have on an arrow. Both an arrow and a plane tend to fly with their tails 
straight out behind them. In the case of a sailplane, the center of gravity is close to the center 
of pressure of the wing. The result is that the weight of the plane is carried mostly by the 
wing, and the elevator has much more leverage than the wing has in creating torque, and 
creates a feedback mechanism as follows: If the nose of the plane is pitched upward more 
than it should be, it will begin to climb, and the force of gravity will slow it down, decreasing 
the lift of the wing. This will cause the angle of attack of wing to increase, as well as the angle 
of attack of the elevator. Increasing the angle of attack of the elevator increases its lift, 
generating a torque causing the nose to pitch back down. Eventually, the plane settles on a 
stable speed, angle of attack, and glide angle. 

A sailplane typically has a wing with “high dihedral”, which produces roll stability. The 
wings point slightly upwards so that the center of pressure is above the center of gravity. This 
causes the plane to tend to “hang down”. If for some reason the plane is leaning sideways, the 
force of gravity will have a sideways component that will accelerate the plane sideways, 
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creating a sideways component of airflow under the lower wing, pushing it back up. Also, the 
sideways component of airflow will deflect the rudder, causing the plane to turn towards the 
lower wing. Eventually, in order for there to be no cross flow of air over the wings and 
rudder, if the rudder is centered then the plane will have to fly in a straight course with its 
wings level. 

There are limitations to the inherent stability of the pitch axis. A lightly loaded sailplane can 
“porpoise” if you attempt to fly it with too much “up elevator”. As it climbs, it may stall 
before the stability effect has a chance to get the nose back down. When it stalls, it begins to 
fall, which very quickly lifts the tail and lowers the nose. It then goes into an accelerated dive, 
picking up speed, and kicking the feedback mechanism into high gear. The plane begins to 
rapidly pitch nose up, climbing, and starting the cycle over again. The effect is real, and is 
known as “porpoising”, because the trajectory is similar to that of a porpoise swimming and 
jumping. Interestingly enough, the use of the GPS-UAV can completely eliminate the effect. 

The rudder and elevator are used to control rotation around the yaw and pitch axes and, 
indirectly, around the roll axis. Applying the rudder deflects airflow and creates a torque 
around the yaw axis, so that the plane yaws and turns sideways. Turning is actually 
accomplished through an interesting interaction between yaw and roll through the high 
dihedral wings. As the plane turns sideways, airflow moves from a direction parallel to the 
plane to a slightly sideways direction, with a component that flows sideways across the wings. 
This causes the plane to lean sideways, or “bank”. This shifts the direction of the lift 
generated by the wings from straight upward to slightly sideways, creating the force needed to 
accelerate the plane around the turn. 

Applying the elevator creates rotation around the pitch axis, causing the nose to pitch up or 
down. If the glider is moving fast, it is possible for it to perform a loop as a result. Otherwise 
it simply slows down or speeds up and changes its glide angle. 

When making a turn with a high-dihedral sailplane, in order to keep the plane level it is 
necessary to apply slight up elevator as the plane banks. The reason is that while the plane is 
banking, its yaw axis is no longer perpendicular to the ground, and its pitch axis is no longer 
parallel with the ground. Essentially, there is a rotational transformation between the two 
coordinate systems. What you may want is a level turn that is aligned with the ground. What 
you will get if you use only the rudder is a turn in the banked coordinate system of the plane. 
As it yaws, its nose will begin to point down, and the plane will go into a “death spiral”. For a 
given bank angle, for level flight, you need to multiply the desired turning rate in the world 
coordinate system by the trigonometric cosine and sine of the bank angle to get the desired 
yaw and pitch rate in the plane coordinate system. 

If you are going to do simulations, you will need to take into account an interesting purely 
geometrical effect of rotation: as the plane yaws, pitches, or rolls, the center of gravity, the 
two wings, the elevator and the rudder are all moving in slightly different directions and 
hence have slightly different angles of attack. The motion of any point on the plane is equal to 
the motion of the center of gravity of the plane, plus the cross product of the vector from the 
center of gravity of the plane to the point, times the angular velocity vector of the plane. The 
net result includes the following effects: 

• While there is a bank rate, (bank angle changing with time) one of the wings will be 
moving upward while the other wing is moving downward. This will create a 
differential angle of attack for the wings and a torque that tends to resist the bank 
rate. In steady state, the bank angle rotation rate will be proportional to the torque. 
The rotation stops when the plane finally reaches the bank angle needed for the turn, 
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much in the same way that a bicycle or a motorcycle leans sideways for a turn. It can 
be shown that the tangent of the bank angle increases with increasing speed. 

• Another way to think about how the movable portion of the rudder works is that it 
changes the direction that rudder is effectively pointing. When the movable portion 
of the rudder shifts and deflects the airflow, the plane yaws, changing the direction 
that the rudder is moving because of a geometrical rotation. This changes the angle 
of attack of the fixed portion of the rudder, until the effective angle of attack of the 
combination of the fixed and movable portion of the rudder with respect to the air-
stream is zero. 

• Another way to think about how the elevator works is that it changes the direction 
that it is effectively pointing, similar to the effect on the rudder that was just 
discussed. 

If you are considering performing simulations, you can simplify the calculation of some of the 
state variables by taking advantage of the fact that some of the time constants are short: 

• The tail and wings of a sailplane cause it to very quickly align itself into the airflow. 
The wing will generate whatever lift it needs to in order to do that. Therefore, rather 
than compute angle of attack and lift and then integrate, you can simply assume that 
the plane moves approximately in the direction that it is pointing. If you want the 
angle of attack, compute the acceleration for the trajectory, compute the required lift 
from the acceleration and then compute the angle of attack from the lift. 

• The time constant for changes in speed in the direction of motion of the plane is 
rather long, typically on the order of 2-10 seconds for a sailplane, depending on its 
speed and pitch angle. In order to compute the forward velocity of the plane, you will 
need to integrate the effects of thrust and drag. 

• The time constants for pitch, yaw, and roll for a sailplane are rather short. Therefore, 
there is no need to integrate angular accelerations. Pitch, yaw, and roll are dominated 
by the geometrical effects described previously. Pitch rate is approximately 
proportional to deflection of the elevator control surface. Yaw rate is approximately 
proportional to the deflection of the rudder control surface. 

• If you want to model the effect of inherent stability on the pitch axis, you might want 
to compute the angle of attack, lift, and drag, as a function of velocity. However, if 
you are also simulating the effect of the GPS-UAV control, there is no point to 
simulate inherent stability effects, since the UAV control effects will be much larger. 

• It is possible to simplify the simulation of banking. From the bank angle, yaw rate, 
pitch rate, and velocity, it is possible to compute the trajectory of the plane, and 
hence the acceleration and forces. From the forces, compute the torque around the 
roll axis, and infer the bank rate. In a steady turn, the bank angle will adjust so that 
the roll torque is zero. The transient response of banking to the rudder can be 
modeled approximately with a single time constant that characterizes the transition 
from the initial bank angle to the steady state bank angle. 
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Control and navigation 

Using the GPS-UAV to achieve partial or complete autonomous flight of your sailplane will 
require you to give a great deal of thought to control and navigation, either separately or 
together. Control keeps the plane flying moving and rotating the way you want it to. 
Navigation addresses the problem of controlling the motion to get the plane to go where to 
want it to go. 

There are a large number of theoretical techniques at your disposal for control, including 
feedback theory, adaptive control, Kalman filters, and model based predictor-correctors, for 
example. The choice is yours, have some fun. The prototype worked quite well with a very 
simple proportional feedback control of pitch and yaw, using the following navigation and 
control ideas: 

• Navigation is simple point-to-point direction control. A desired direction of flight 
over ground is computed from the direction of the line between the location of the 
plane and the aiming point. When the plane flies past the aiming point, a useful 
consequence of the behavior of yaw control causes the plane to fly in a circle around 
the aiming point. 

• The direction of motion over the ground is estimated by combining gyro and GPS 
information using a technique called a “washout” filter that provides flat response 
over a wide range of frequencies. (Washout filters will be described shortly.) A 
simple proportional negative feedback loop uses the rudder to control the direction of 
motion by subtracting the actual direction of motion from the desired direction, 
multiplying by a gain, and using the result as the deflection of the rudder. 

• Two slightly different estimates of the bank angle of the sailplane are continuously 
computed from a model of the roll dynamics of the plane using two different inputs, 
the deflection of the rudder and the measured yaw rate.  

• The pitch angle is estimated by combining gyro and acceleration information using a 
washout filter. 

• Using the yaw rate based bank angle estimate, the pitch angle estimate is adjusted for 
the transformation from the reference coordinate system of the plane to the world 
coordinate system. 

• The pitch angle estimate is used with a simple proportional negative feedback to 
control the elevator.  

• Using the rudder based bank angle estimate, the deflection of the elevator is adjusted 
to reflect the amount of “up-elevator” that is required to keep the sailplane flying 
level. 

• No attempt is made to provide automatic control of the speed of the plane. The speed 
depends on the desired pitch angle and the speed of the engine when it is running. 

• The control monitors the radio, and adds pilot inputs as trim to the rudder and 
elevator, so the pilot can trim the control in flight. 

The prototype control also had an augmented manual mode which will be described later. 
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Gains for the control were selected by a combination of simulations and trial-and-error. The 
control worked quite well over a wide range of gains. Flight was quite stable and 
authoritative, even in the presence of air turbulence. CPU burden was only a few percent. 

In designing your own navigation and control algorithms, you may wish to consider the 
following: 

• You may or may not wish to tune the gains of your control to the parameters of your 
sailplane such as the stall speed, glide angle, turning radius, etc., but you will have to 
have an order of magnitude estimate of what they are to get into the right ballpark 
and to select the binary point on fixed point variables. 

• Stability may be an issue. The GPS reports its measurements once every second. 
This time delay can lead to feedback instability if you are not careful. You may want 
to do some analysis or simulations. 

• Almost any control will work fine if there is zero wind. However, with typical wind 
speeds, designing a control that is both stable and authoritative will be a balancing 
act. 

• You may or may not decide to control the speed and/or altitude of the sailplane. 
Unless the engine is running or if there is a strong thermal, there is not much you can 
do about altitude anyway. If you decide to try to control speed, keep in mind that the 
GPS measures speed over ground, not airspeed. The prototype worked with a simple 
pitch control without any speed feedback. 

• The prototype control kept the sailplane flying level. This greatly simplified pitch 
control. In theory the X and Y accelerometers can be used to perform stunts, 
including loops, but this has not yet been demonstrated with the GPS-UAV. 

• If you have a wide open flying field with no obstacles, it is possible to use the GPS-
UAV to perform takeoffs and landings, but this quite challenging, and is best left 
until you have perfected your control. In the meantime, it is recommended to 
perform takeoffs and landings manually. 

Sensors 
The GPS-UAV has a GPS radio, two gyros, and two accelerometers. In one of its early 
versions, an electronic compass was tried and discarded when it was discovered to be not as 
useful as you might think because of complications arising from the banking of the plane. The 
combination of the GPS radio and a gyro is much more effective than a compass, in any case. 

It is not necessary to use all of the information provided by the sensors. Select what you need 
from available data, based on what you are trying to do: 

• Time from the GPS was not used in any of the prototypes. It might be useful if you 
wish to execute turns at specific times. For example, if you have two planes, they 
could perform a synchronized aerial ballet. 

• Longitude and latitude from the GPS is essential for navigation. 

• Altitude from the GPS was not used in any of the prototypes. If you have an engine, 
strong thermals, or slope lift, you might try to control altitude. 
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• Course over ground from the GPS is essential for controlling the direction that the 
sailplane is flying. 

• Speed over ground from the GPS was not used in any of the prototypes. You might 
use it to fine tune the pitch of the plane to control speed. 

• Vertical speed is available from the GPS, but only through its binary interface. 
Vertical speed was not used in any of the prototypes. It might be useful in seeking 
out thermals. 

• The yaw gyro is essential to stabilize control of the rudder. Without it, it will be 
impossible to achieve a control that is both stable and authoritative. Using GPS by 
itself will result in either unstable control or failure to keep the wind from taking 
control away from the GPS-UAV. 

• The pitch gyro is information that can be optionally used to enhance pitch control. 
Some versions of the prototype used it, some did not. It is useful, but not essential. 

• The X and Y accelerometers are used for pitch control. The Y accelerometer is 
essential, the X accelerometer is optionally useful. The Y accelerometer measures 
acceleration along the fuselage, and is essential for achieving level flight. The X 
accelerometer, which measures lift, was not used in any of the prototypes because 
the plane was always flown level. It might be useful to enhance the control and is 
essential if you are going to attempt loops.  

Some of this sensor information was used in the prototypes to achieve closed loop feedback 
control using the following techniques. 

Yaw control 
A good place to start is to develop a control to actuate the rudder to yaw the plane in the 
desired direction. The approximate response of heading over ground to the rudder servo 
during gentle turns is depicted in the following figure. 

Yaw
Rate

1/s

Yaw

[V]

Speed

[RudIn]

Servo

Kr

Rudder
[DirOut]

Heading

 

Figure 1  Block diagram of yaw dynamics 

The rudder is deflected by its servo, causing a yaw rate that is proportional to the deflection 
times the speed of the air over the rudder. The 1/s “Yaw” block integrates the yaw rate to 
yield the yaw angle. A yaw control is needed to use the rudder servo to steer the plane. 
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An early step in the development of the GPS-UAV used a compass in a simple proportional 
feedback control loop to steer an RC truck. The angle that the steering wheels were turned 
was proportional to the difference between the desired and actual orientation of the truck. 
That approach worked just fine. However, the hope that the same technique would work for a 
sailplane was dashed when it was realized that the banking of the plane causes a compass 
error that results in positive rather than negative feedback, so that the plane quickly entered a 
tight spiraling dive with one wing pointing straight down. 

It was then hoped that the GPS alone could be used for both yaw control and navigation. GPS 
furnishes course over ground, which is actually what needs to be controlled for accurate 
navigation. A simple proportional control based on GPS was used to turn the rudder. 
However, it was found that no matter what gain was used, there were problems. If the gain 
was small, the control was not authoritative enough to resist gusty winds. The slightest breeze 
would cause the plane to drift away. If the gain was turned up, control became unstable. 
Analysis and simulations indicted the GPS one second reporting interval as the source of the 
instability. 

GPS measures course over ground rather accurately using Doppler shift. However, the signal 
is filtered and reported once per second. The filtering is not a problem, but the reporting delay 
is. To see why, consider the following simplified model of the yaw dynamics using only GPS 
course information for rudder control: 

K

Yaw
Gain

1/s

Yaw

1/z

GPS
Delay

[DirIn]

Desired
Direction

[DirOut]

Actual
Direction

 

 

Figure 2 Proportional control using GPS only 

The symbol 1/s indicates the Laplace transform of an integrator, the symbol 1/z represents the 
transform of a 1 second delay. It is assumed that the pitch of the plane is somehow separately 
controlled so that it is flying at constant speed, which is incorporated into the yaw gain. 

The control subtracts the actual direction reported by the GPS from the desired direction, and 
multiplies it by a gain. In the figure, “K” combines that gain with the gain of the rudder, to 
produce the yaw rate. The “Yaw” block (1/s) represents integration of yaw rate to produce the 
actual direction, which is sampled by the GPS. The filtering action of the GPS is not shown, 
but would make the situation even worse. 

The problem is that the 1 second delay of the GPS produces a phase angle shift in the reported 
course that is linearly proportional to frequency. At some frequency, negative feedback 
becomes positive feedback. If the loop gain is greater than or equal to 1 at that frequency, the 
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loop will become unstable. The loop can be analyzed to determine the largest gain that can be 
used. In terms of s, z, and K, the loop gain is: 
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Because the reporting rate is 1 second, the delay operator can be expressed in terms of the 
Laplace variable as follows: 

 ssT eez −−− ==1  Eqn (2) 

Substituting (2) into (1) produces: 
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Control theory tells us that increasing K will eventually lead to instability if there is complex 
value of s, with a positive real portion, that is a root of the denominator. The boundary 
between stable and unstable behavior can be found by setting s to a purely imaginary value, 
and finding the value of K that makes the denominator of (3) equal to zero: 
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The maximum stable value of K is pi over 2. That is not very much, not nearly enough to fight 
the winds. For example, for a 5 degree error, the maximum stable gain will produce a 
corrective yaw of less than 8 degrees per second, which is nowhere near large enough to 
compensate for wind gusts. The time constant for recovering from a disturbance is on the 
order of 1 second. Therefore, using GPS alone for steering can work only under absolutely 
windless conditions. 

In general, the speed with which a disturbance can be corrected will be limited by the speed of 
response of the sensor used to measure it. In order to overcome the 1 second limitation of 
GPS, a faster sensor is needed. A gyro fits our requirements perfectly. The gyros used in the 
GPS-UAV have a very short response delay so that sampling rate will be the limiting factor. 
The GPS-UAV can be operated comfortably at 50 samples per second, so using a gyro in the 
steering control should enable us to greatly increase the feedback gain and still maintain 
stability. 

The next question is how to integrate a yaw gyro into the control. One way to do that is to use 
the gyro to add a derivative term in the feedback loop, as shown in the following figure. That 
will stabilize the loop and make the control resistant to the wind. However, for the control 
shown in the figure, the gyro feedback tends to make turning response sluggish, so if you 
decide to try this approach, you would probably want to add an input term proportional to the 
time derivative of the desired direction. In other words, in addition to the desired direction, 
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you would also have to furnish desired turning rate to the yaw control. This approach is not 
the best approach and is not recommended. You might get some insights by simulating it: 
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Figure 3 Simple yaw control (not recommended) 

A better way to integrate the gyro into the yaw control is with a “washout” filter. The concept 
underlying a washout filter is to take two estimates of a state variable, filter them 
appropriately, and add them so that their strengths are complimentary. In the general case, 
suppose we had two separate estimates of the same variable over time, call them high(t) and 
low(t), with Laplace transforms HIGH(s) and LOW(s). Assume that high(t) contains accurate 
high frequency information, while low(t) contains accurate low frequency information. A 
washout filter applies a high pass filter to high(t), a low pass filter to low(t), and adds the 
results. For simple, single time constant filters, in the Laplace domain this becomes: 
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=  Eqn (5) 

The key to making the technique work well is for there to be some overlap in the frequency 
ranges over which the two sources are accurate. Fortunately, that is the case for the pitch gyro 
and the GPS. As a bonus, there is a built-in low pass filter in the GPS on the order of a few 
seconds.1 So, all you have to do for implementation is to pass the yaw gyro signal through a 
low pass filter with the right time constant, multiply it by the time constant, and add it directly 
to the GPS value. Except for a small overall error caused by the 1 second reporting rate of the 
GPS, the result will be a very accurate estimate of the yaw angle of the plane at all 
frequencies, and can be used in conjunction with a simple proportional feedback control to 
steer the plane. That is the technique that was used in testing the prototype. It was found to be 
simple to implement, stable over a wide range of control gains, provided strong, authoritative 
control in the face of winds, yet it also provided quick response to changes in the desired 
direction without requiring an additional feed-forward derivative signal: 

                                                           
1 The dynamic behavior of the GPS appears to include a simple low pass filter with a time constant of a 
few seconds. You might want to buy a GPS breakout board, or write a test program for the GPS-UAV, 
to make your own measurements and decide for yourself. 
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Or if you prefer block diagrams, the following is an implementation of a yaw control using 
GPS, a yaw gyro, and a washout filter. The time constant T refers to the time constant of the 
low pass filter in the GPS: 
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Figure 4 Yaw control utilizing a washout filter 

Keep in mind that although for simulations you can treat direction as going from minus 
infinity to plus infinity, for implementation you will need to perform most operations on 
direction using modulo arithmetic. Be careful. You may want to test your modulo arithmetic 
with your simulations. 

Pitch control 
During the development of the GPS-UAV prototype, a yaw control was developed first, 
followed by a pitch control. During the development of the yaw control, pitch was controlled 
manually. In many cases this amounted to simply trimming the elevator, because the inherent 
stability of the sailplane kept it gliding smoothly along while the yaw control was making 
gentle turns, with only a slight tendency for the plane to dive slightly into the turns. You 
might consider taking a similar approach. 

The next step in the process was the development of pitch control with manual yaw control. 
To simplify the development, pitch control was initially developed during straight line, level 
flight. To further simplify the control, the goal was to keep the plane more or less level. More 
sophisticated control that would be required for aerobatics was deferred. The following 
candidate sensors were considered: 

• The GPS can provide accurate three dimensional velocity based on Doppler shift. 
This information could be used to determine pitch angle. It was decided not to use 
this information in the prototype for several reasons. Vertical velocity is accessible 
only through the binary interface. GPS velocity information is filtered, and delayed. 
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• For level flight, the pitch angle could be estimated indirectly from the magnitude of 
the horizontal velocity provided by the GPS. It was decided not to use this 
information because of time lag effects. 

• It was decided to use the pitch gyro to provide good transient response. 

• It was decided to use accelerometers to provide good steady state response. 

It can be shown that during approximately level flight, the transfer function between the 
actual pitch and the measured pitch is approximated by a low pass filter with a time constant 
of several seconds. The filtering action arises from the fact that the accelerometers respond to 
both gravity and acceleration. When a sailplane changes pitch angle, that changes the steady 
flight speed of the glider. It takes some time for the plane to accelerate to the new speed and 
consequently it takes some time for the apparent pitch angle to change. To gain some insights, 
it is instructive to analyze what the accelerometers on the GPS-UAV will actually measure 
under various conditions from the vantage point of an accelerating sailplane. 

There are two accelerometers, the Y accelerometer measuring along the fuselage of the plane, 
and the X accelerometer measuring perpendicular to the wings. Analysis of a few simple 
cases will provide insights into the essentials. 

The way the accelerometers are constructed, they actually measure acceleration along an axis, 
minus the component of gravity along that axis. When they are not accelerating, the X and Y 
accelerometers measure the components of gravity along the two measurement axes, which 
can then be used to determine the pitch (or “tilt”) of the plane. For example, consider a plane 
flying along a gentle glide angle with the engine off, at constant speed, with the fuselage 
parallel to the ground. The angle of attack is equal to the glide angle. The lift is equal to the 
weight of the plane times the cosine of the glide angle, and exactly balances the component of 
gravity perpendicular to the direction of travel. The drag is equal to the weight of the plane 
times the sine of the glide angle, and exactly balances the component of gravity parallel to the 
direction of travel. The drag is not much and the glide angle is shallow, because a sailplane is 
designed for a favorable glide ratio. (Glide ratio is the ratio of distance traveled horizontally 
divided by distance fallen vertically.) Range of typical glide ratios is from 10 to 20. That 
means that, at worst, the drag during normal level sailing is about 10% of the weight of the 
plane. 

For the Y axis accelerometer measuring along the fuselage, the situation is as follows: 

1. The component of gravity along the Y axis is zero, because the force of gravity is 
perpendicular to the Y axis. 

2. The acceleration along the Y axis is zero, because the plane is moving at constant 
velocity in a straight line. 

3. The Y axis accelerometer measures item 2 minus item 1, or zero. 

For the X axis accelerometer, the situation is as follows. 

1. The component of gravity along the X axis is minus g, because the force of gravity is 
antiparallel to the X axis. 

2. The acceleration along the X axis is zero, because the plane is moving at constant 
velocity in a straight line. 
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3. The X axis accelerometer measures item 2 minus item 1, or g. 

From the measurements made by the X and Y axis accelerometers, we can conclude that the 
fuselage is level. 

Now suppose that the trailing edge of the elevator is temporarily and sharply deflected fully 
downward. The elevator will rapidly rise and the nose will rapidly pitch downward. Suppose 
the elevator is re-centered when the plane is pitched downward at a 45 degree angle. At that 
point, the plane begins to accelerate downward, and will continue to gain speed (and drag) 
until the drag force balances the component of gravity pulling the plane forward. However, 
that will take a few seconds. 

Right after the nose pitches down, the plane will be flying at the same leisurely speed as it 
was when it was flying level. However, gravity components along the measurement axes will 
shift from –g along the X axis and zero along the Y axis to -0.707g along the X axis and 
0.707g along the Y axis. This will cause the plane to accelerate forward and it will reduce the 
required lift. That in turn will reduce the angle of attack as well as the induced drag, so the 
drag force will reduce somewhat. 

Consider what the accelerometers will measure after pitching is completed and the elevator is 
re-centered. Along the X axis, the plane will be flying in a new straight line, so the X axis 
acceleration will be zero. The X axis accelerometer will respond to the gravity component, so 
it will measure 0.707g. However, along the Y axis, the plane will be accelerating in response 
to the difference between a component of gravity and the velocity dependent drag, which will 
come out to be around 0.607g. The measured acceleration of the Y axis accelerometer will 
only be about 0.1g. If we were to use the accelerometers alone to estimate the pitch angle 
immediately after the nose pitched downward, we would erroneously conclude the nose had 
pitched down by about 6 degrees rather than the actual pitch angle, 45 degrees. The source of 
the error is the forward acceleration of the plane. We will not get the correct answer until the 
plane reaches terminal speed and the lift, drag, and thrust forces (if any) are in equilibrium 
with the components of gravity. That may take a few seconds. 

The situation can be analyzed in terms of small changes around an average value, based on a 
few approximations. It is assumed that the plane is initially gliding at a normal flying speed, 
nearly level at a certain small glide angle, with a small pitch angle, and a small angle of 
attack. It is assumed that a small disturbance shifts the pitch angle. It is desired to know how 
the plane and accelerometers respond. 

Initially, the speed and angles are related in such a way that all forces are balanced and the 
sailplane is not accelerating. The drag is balanced by the component of the force of gravity 
along the glide path, and the lift is balanced by the component of the force of gravity 
perpendicular to the glide path. Assuming a shallow glide path, the relationships can be 
expressed as:  
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Assume that there is some small disturbance that shifts the pitch angle of the plane. For a 
short time, the plane will continue along the same glide path with a new angle of attack. A 
sailplane is very responsive to its wings. The small change in the angle of attack will 
dramatically change the lift, which will rapidly accelerate the plane onto a new glide path, 
restoring the angle of attack to produce the required lift. The net result is that the glide angle 
rapidly shifts to correspond to the new pitch angle, with hardly any change in the angle of 
attack. 

The velocity and drag are another matter. Immediately after the shift in pitch, the inertia of the 
plane maintains the initial velocity and consequent drag. However, the drag force on the plane 
no longer balances the gravity force, so that the plane speeds up or slows down to adjust. The 
question is, how long does that take? An approximate answer can be found by taking a 
Taylor's expansion of the drag function, and examining the equations of motion. For small 
changes in the state of the plane, the drag is approximated by: 
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The new glide angle is related to the initial angle by a small change: 
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The time differential equation for the transient response of the speed of the plane is: 
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 Eqn (10) 

From equation (10) it can be concluded that the dynamic response of the accelerometer to a 
change in pitch is approximately modeled by a single time constant. 

So, pitch control and yaw control have some similarities. In the case of yaw control, the GPS 
provides good low frequency response while the yaw gyro provides good high frequency 
response. One approach to estimate yaw is to combine the two sources of yaw information 
with a washout filter. The same sort of approach can be used for pitch control. 

The accelerometers provide precise pitch information over long periods of time, while the 
gyro provides precise pitch information over short periods of time. They can be combined 
using a “washout” filter using the same technique that was suggested for yaw control: 
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Tests of the GPS-UAV have shown that an implementation of equation (11) computes an 
estimate of pitch angle that is accurate during level flight with no drift and good tracking of 
rapid changes of pitch angle, up to 75 degrees per second. Beyond that, there will be a slight 
time lag in the response. 

Having an accurate estimate of the pitch greatly simplifies control of the pitch angle. Tests of 
the GPS-UAV have shown that a simple proportional control works quite nicely. The 
measured pitch angle is subtracted from the desired pitch angle (usually zero), multiplied by a 
control gain, and added to whatever other signals are used to set the deflection of the elevator 
servo. This results in exponential decay of pitch error. In flight tests, it has been found that 
using equation (11) and a simple proportional control, it is possible to stabilize the pitch 
behavior to eliminate “porpoising”, and it is even possible to fly the plane slightly slower than 
its stall speed. 

A simplified analysis can be used to understand the behavior of a simple proportional pitch 
control. The pitch rate is approximately equal to the deflection of the elevator times the 
velocity of the air passing over the elevator: 

 )()( tedisturbancDeflectVK
dt

tdPitch
elevatorairstreamelevator +⋅⋅≈  Eqn (12) 

The deflection of the elevator is controlled according to: 
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Substitution of equation (13) into equation (12) produces an equation that shows that the error 
between the actual and desired pitch will decay to zero. Absent any external disturbances, the 
error will be exactly zero. 

Tests of the GPS-UAV have shown that the pitch control gain can be turned up rather high. 
The actual limit is imposed by an effect related to banking, described in the next section. 

Banking, roll estimation, servo mixing, and gyro decoupling 
Controlling the elevator and rudder according to the control schemes given in the previous 
sections is not the end of the story. 

It is well known by RC pilots that some up elevator is required during turns to prevent an 
aircraft from spiraling downward. The source of the effect is the banking of the aircraft. An 
aircraft such as a glider pitches and yaws in its own frame of reference, not in the ground 
frame of reference. The two frames of reference are aligned when the aircraft is flying straight 
and level, but otherwise they are not. In particular, when the aircraft is banked in a level turn, 
the yaw rate and the pitch rate in the ground frame of reference are related to the yaw rate and 
the pitch rate in the aircraft frame of reference by a rotational transformation: 
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By the way, it is a simple matter to invert equations 14: 
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As can be seen from equation (14), a banked aircraft that is only yawing in its own reference 
frame is yawing and pitching in the ground reference frame. There are two consequences for 
pitch control: 

The first consequence is that in order to execute a level turn, it is necessary to apply a slight 
“up elevator”, so it will be necessary to adjust the elevator depending on the amount of 
desired yaw rate. Otherwise the aircraft will tend to lose altitude during a turn. 

The second consequence is that during a level turn, the output of the pitch gyro will not be 
zero, so in order to maintain level flight, the output of the pitch gyro must be adjusted for the 
turn. Otherwise the control response to the pitch gyro will cause the aircraft to dive during a 
turn. 

The math for the two effects are similar, as will be seen shortly. The method used in the 
prototype to compensate for the effects was implemented as follows. First, for the rudder-
elevator mixing: 

1. The bank angle is estimated from the computed dynamic response of the bank 
angle to the rudder. 

2. The estimated bank angle is multiplied by a constant and by the rudder deflection 
to obtain the amount of elevator adjustment. 

For the gyro cross coupling: 

1. The bank angle is estimated from the computed dynamic response of the bank 
angle to the measured yaw rate. 

2. The estimated bank angle is multiplied by a constant and by the measured yaw 
rate to obtain a pitch rate compensation. 

During a steady level turn of a high-dihedral sailplane, the bank angle depends on the velocity 
of the aircraft and radius of the turn, measured in the horizontal plane, according to: 

 

( )

plane horizontal in the turn of radius 
gravity ofon accelerati 
aircraft  theof velocity 

1tan
2

=
=
=

=

R
g
V

g
V

Rbankθ

 Eqn (16) 

Note that the sign of the radius of turn can be plus or minus for left or right hand turns. Also 
note that the velocity and radius of turn are measured in the ground reference frame. 

By the way, the radius of turn in the horizontal plane, the velocity, and the angular turning 
rate in the horizontal plane (ground reference frame) are related according to: 
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 Eqn (17) 
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We will use the mathematical convention that counter-clockwise turns are positive, so R is 
positive for a left hand turn. To be consistent with equation 16, the bank angle is measured 
counter-clockwise, as viewed from the tail of the aircraft. This is also consistent with 
equations (14) and (15) with positive yaw for a left hand turn, and positive pitch for nose up. 

The first thing that is needed is an estimate the bank angle. Two separate approaches were 
used in the prototype firmware, one for elevator-rudder mixing, the other for yaw-pitch gyro 
decoupling. 

For elevator-rudder mixing, the bank angle can be estimated from the rudder deflection, 
which results in a yaw rate, which causes the aircraft to turn, which causes it to bank. During 
a steady turn, the bank angle is related to the rudder deflection approximately by: 
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Equation 18 gives the steady state bank angle, for constant rudder deflection and constant 
velocity. During changing rudder deflection, the bank angle responds approximately as a 
simple low pass filter. In the prototype firmware, the velocity was treated as constant, because 
when the control is operating, the velocity falls within a fairly narrow range. 

For pitch-yaw gyro decoupling, the bank angle can be estimated from the yaw rate, which 
indicates the aircraft is turning, so it must be banking. During a steady turn, the bank angle is 
related to the yaw rate approximately by: 
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The resulting implementation of servo mixing and gyro decoupling in the prototype firmware 
is shown in Figure 5. The time constant TB is the banking time constant in the dynamic 
response of the bank angle of the aircraft to yaw rate. The time constant TG is the filter time 
constant in the lowpass filters used to filter the output of the gyros. The filter in the gyro 
decoupling computation is required because the error itself is filtered between the gyro and 
pitch control. The total elevator control has the following four inputs: 

1. Servo mixing from the rudder. The bank angle is estimated by passing the rudder 
deflection through a low pass filter. The amount of elevator adjustment is equal to 
the rudder deflection times the estimated bank angle times the gain, K1. 

2. Pitch control itself, which is the output of the basic pitch control algorithm, based 
on the pitch gyro and the pitch accelerometer. 

3. Elevator trim, which is set according to the elevator signal from the radio. 
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4. Pitch gyro compensation computed from the output of the yaw gyro. The bank 
angle is estimated by a low pass filter from the yaw rate. The overall 
compensation is the product of the yaw rate, the estimated bank angle, and the 
gain, K2, followed by a low pass filter to match the filtering that the error 
experiences. 
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Figure 5 Banking Compensation 

Navigation 
The previous sections were devoted to controlling pitch and yaw. This section is about 
navigation, about setting a desired direction based on location. Several navigation algorithms 
were experimented with for the fun of it during the development of the prototype firmware, 
including an algorithm that generated an elliptical track. You will undoubtedly have ideas of 
your own. Provided the underlying pitch and yaw control are stable and authoritative, just 
about anything will work. 

A simple, effective, building block is to simply aim in a straight line for a point. The desired 
direction is simply the angle of the vector from where the aircraft is to where you want it to 
be. 

There is an interesting behavior of the interaction of straight line navigation and proportional 
yaw control: after the aircraft passes over the aiming point, it turns in an attempt to return to 
the point. The resulting trajectory converges to a circle, with the aiming point as the center. 
The radius of the circle depends on the gain of the yaw control. As the gain of the yaw control 
is increased, the radius of the circle decreases, and vice-versa. It is ironic that the author tried 
several other algorithms unsuccessfully to achieve circular tracking, only to discover that 
aiming for the center of the circle works quite well. 

The final version of the prototype had three navigation strategies: 

1. “Come-home” navigation. If the radio signal is lost, the GPS-NAV aims for the 
launch point of the aircraft. 

2. “Circle” navigation. On a command from the radio, the GPS-NAV aims for the 
current location, resulting in circling around the present location. This is useful to 
lock into favorable lift conditions. 



Flight dynamics and control theory  9/20/2006 
 

ET301 GPS-UAV  21 
 

 

3. Augmented manual mode. No attempt is made by the GPS-NAV to navigate, only 
the yaw and pitch controls are engaged. This results in an interesting flying mode, 
described in the next section. 

Augmented manual control 
The stabilization provided by the yaw and pitch control led to the idea of augmented manual 
control: the aircraft is controlled by the combined efforts of the pilot and the GPS-NAV. The 
automatic control maintains level flight and stabilizes against wind gusts, while the pilot 
provides navigation. The total rudder and elevator deflections are equal to the computed 
values plus the deflections commanded through the radio. 

Before this idea was tested, it was recognized that the yaw and pitch control would interfere 
with the normal response of the aircraft to pilot control, and provide a “sluggish” feel to it. 
While this might be a good idea for pitch to maintain a smooth glide, early trials yielded poor 
yaw response. 

It was realized that, under augmented control, the yaw signal had to be re-interpreted as a 
desired yaw rate rather than as a rudder deflection. It turns out that the concept is easy to 
implement when the yaw control is implemented as described in the previous sections. 

The inspiration for the solution came from the observed behavior without it. With the yaw 
control turned on, the aircraft would initially respond to yaw control from the radio. However, 
the filtered output from the yaw gyro would soon counteract the turn. This led to the idea of 
computing the expected output of the filter during a commanded turn, which is simply the low 
pass filtered version of the commanded yaw, and adding it so that it would cancel the negative 
response from the gyro control. 

Therefore, one more term was added to the yaw control during augmented control, equal to 
the low pass filtered version of the yaw command from the radio, multiplied by a suitable 
gain. The time constant of the filter is selected to match the time constant of the gyro filters. 
The block diagram is shown in Figure 6. 

Taken together, the direct yaw command plus the filtered, scaled yaw command were exactly 
what was needed to provide the correct “feel” to augmented control. 
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Figure 6 Augmented Control 


